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About Me
I am an Assistant Professor in the School of Information Sciences, University of Illinois Urbana-Champaign. Prior to UIUC, I was a Postdoctoral Researcher at Harvard University. I received my Ph.D. from University of Michigan and a B.Eng. from Tsinghua University.
I’m interested in the broad area of trustworthy artificial intelligence (AI). We recognize that AI models often live in complex ecosystems, where ensuring trustworthiness involves dealing with challenges from heterogeneous data and intricate human interactions, and adhering to a variety of public policies. My research blends observations and insights of these ecosystem dynamics into innovative technical solutions, aiming to develop trustworthy AI systems that reliably operate within their specific ecosystems. Specifically, my work addresses the following major questions with some detailed examples:
	How to effectively operationalize regulatory principles such as explainability, fairness, privacy, and address legal considerations such as copyright?	Are there inherent technical conflicts or trade-offs involved in simultaneously enforcing multiple regulatory principles?
	How can we provide technical solutions to assist policymakers in addressing copyright issues of generative AI?


	How to leverage the knowledge about human interactions with the AI systems to better design the system?	How can we effectively leverage multiple user signals to improve user satisfactory in recommender systems?
	How can we better accommodate downstream needs of domain scientists in drug discovery?


	How to deal with challenges for learning from complex real-world data?	How to characterize and improve fairness and robustness for learning from graph-structured data?
	How to learn from partially observed data, such as partial rankings or censored survial data?



Some “buzzwords” relevant to my existing research include trustworthy machine learning, explainable machine learning, machine unlearning, graph machine learning, recommender systems, and large language models.

For students who want to work with me, please see here for more details.

News
	 Two papers accepted by NeurIPS 2023!
	 I’m serving as an Area Chair for ICLR 2024!
	 We are organizing the 1st Workshop on Regulatable Machine Learning in conjunction with NeurIPS 2023!
	 I’m serving as an Area Chair for CPAL 2024 and a Vice Program Chair for IEEE BigData 2023!
	 We are organizing the 3rd Workshop on Graph Learning Benchmarks (GLB) in conjunction with KDD 2023!
	 One paper on algorithmic recourse and unlearning accepted by ICML 2023!
	 One paper on active learning for GNNs accepted by TMLR 2023!
	 One paper on evaluating chemical space coverage metrics accepted by ICLR 2023!


Selected Papers
Preprints
	Computational Copyright: Towards A Royalty Model for AI Music Generation Platforms.
Junwei Deng, Jiaqi Ma.
[ArXiv]

Conference Publications
	Fair Machine Unlearning: Data Removal while Mitigating Disparities.
Alex Oesterling, Jiaqi Ma, Flavio P. Calmon, Himabindu Lakkaraju.
AISTATS 2024.
[ArXiv]
	A Metadata-Driven Approach to Understand Graph Neural Networks.
Ting Wei Li, Qiaozhu Mei, Jiaqi Ma.
NeurIPS 2023.
[ArXiv]
	Post Hoc Explanations of Language Models Can Improve Language Models.
Satyapriya Krishna, Jiaqi Ma, Dylan Slack, Asma Ghandeharioun, Sameer Singh, Himabindu Lakkaraju.
NeurIPS 2023.
[ArXiv]
	Towards Bridging the Gaps Between the Right to Explanation and the Right to be Forgotten.
Satyapriya Krishna*, Jiaqi Ma*, Himabindu Lakkaraju.
ICML 2023.
[OpenReview]
	How Much Space Has Been Explored? Measuring the Chemical Space Covered by Databases and Machine-Generated Molecules.
Yutong Xie, Ziqiao Xu, Jiaqi Ma, Qiaozhu Mei.
ICLR 2023.
[OpenReview]
	Graph Learning Indexer: A Contributor-Friendly and Metadata-Rich Platform for Graph Learning Benchmarks.
Jiaqi Ma*, Xingjian Zhang*, Hezheng Fan, Jin Huang, Tianyue Li, Ting Wei Li, Yiwen Tu, Chenshu Zhu, Qiaozhu Mei.
LOG 2022 (Oral).
[OpenReview][Codebase][Documentation]
	Fast Learning of MNL Model From General Partial Rankings with Application to Network Formation Modeling.
Jiaqi Ma*, Xingjian Zhang*, Qiaozhu Mei.
WSDM 2022.
[ArXiv][Code]
	Adversarial Attack on Graph Neural Networks as An Influence Maximization Problem.
Jiaqi Ma*, Junwei Deng*, Qiaozhu Mei.
WSDM 2022.
[ArXiv][Code]
	Subgroup Generalization and Fairness of Graph Neural Networks.
Jiaqi Ma*, Junwei Deng*, Qiaozhu Mei.
NeurIPS 2021 (Spotlight, top 3%).
[ArXiv][Code]
	Learning-to-Rank with Partitioned Preference: Fast Estimation for the Plackett-Luce Model.
Jiaqi Ma, Xinyang Yi, Weijing Tang, Zhe Zhao, Lichan Hong, Ed H. Chi, Qiaozhu Mei.
AISTATS 2021.
[ArXiv][SlidesLive]
	CopulaGNN: Towards Integrating Representational and Correlational Roles of Graphs in Graph Neural Networks.
Jiaqi Ma, Bo Chang, Xuefei Zhang, Qiaozhu Mei.
ICLR 2021.
[ArXiv][OpenReview][Code][SlidesLive]
	Towards More Practical Adversarial Attacks on Graph Neural Networks.
Jiaqi Ma*, Shuangrui Ding*, Qiaozhu Mei.
NeurIPS 2020.
[ArXiv][Code][SlidesLive]
	Off-policy Learning in Two-stage Recommender Systems.
Jiaqi Ma, Zhe Zhao, Xinyang Yi, Ji Yang, Minmin Chen, Jiaxi Tang, Lichan Hong, Ed H. Chi.
TheWebConf (WWW) 2020 (with oral presentation).
[Proceedings][Code]
	A Flexible Generative Framework for Graph-based Semi-supervised Learning.
Jiaqi Ma*, Weijing Tang*, Ji Zhu, Qiaozhu Mei.
NeurIPS 2019.
[Proceedings][Code]
	SNR: Sub-Network Routing for Flexible Parameter Sharing in Multi-task Learning.
Jiaqi Ma, Zhe Zhao, Jilin Chen, Ang Li, Lichan Hong, Ed H. Chi.
AAAI 2019.
[Proceedings]
	Modeling Task Relationships in Multi-task Learning with Multi-gate Mixture-of-Experts.
Jiaqi Ma, Zhe Zhao, Xinyang Yi, Jilin Chen, Lichan Hong, Ed H. Chi.
KDD 2018 (with oral presentation).
[Proceedings][Video][Presentation]
	DeepCas: An End-to-End Predictor of Information Cascades.
Cheng Li, Jiaqi Ma, Xiaoxiao Guo, Qiaozhu Mei.
WWW 2017.
[Proceedings][Code]

Journal Publications
	Partition-Based Active Learning for Graph Neural Networks.
Jiaqi Ma*, Ziqiao Ma*, Joyce Chai, Qiaozhu Mei.
TMLR 2023.
[ArXiv]
	SODEN: A Scalable Continuous-Time Survival Model through Ordinary Differential Equation Networks.
Weijing Tang*, Jiaqi Ma*, Qiaozhu Mei, Ji Zhu.
JMLR 2022.
[ArXiv][Code]
	Semi-Supervised Joint Learning for Longitudinal Clinical Events Classiﬁcation Using Neural Network Models.
Weijing Tang, Jiaqi Ma, Akbar K. Waljee, Ji Zhu.
Stat. 2020.
[Paper]

(* Equal Contribution)
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Teaching
	Instructor, IS 527, Spring 2024, University of Illinois Urbana-Champaign.
Network Analysis.
	Instructor, IS 327, Fall 2023, University of Illinois Urbana-Champaign.
Concepts of Machine Learning.
	Co-Instructor, COMPSCI 282BR, Spring 2023, Harvard University.
Explainable AI: From Simple Rules to Complex Generative Models.
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Misc
Pronunciation of my first name: Jia-Chi.
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